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Abstract

Imagine a world in which every device has an embedded
processor and a high-speed wireless link. Any two de-
vices can talk to each other and you link devices together
as needed to get your work done.

Devices with embedded processors and wireless links
are coming soon. This paper looks at some of the prob-
lems we have to overcome to make it possible to link
devices together and get work done (rather than cause
frustration).

1 Introduction

The advent of embedded processors with built-in wire-
less transceivers offers a number of chances to revolu-
tionize both communications and computation. We use
the termsmart spaceto refer to the environment created
by a cluster of these wireless-connected processors. At
BBN we are investigating the problems of using smart
spaces to revolutionize the office environment.

We chose to focus on the office environment for three
reasons. First, the overall goal is clear: to enable an of-
fice worker to work more effectively with whatever elec-
tronic tools are in proximity to him or her. Smart spaces
must make work easier (or more straightforward) than
current systems or they will not succeed in the office en-
vironment.

The second reason for our focus on the office is that it
clarifies the role of the Internet. The Internet is one of-
fice tool among many; a very important tool, but not the
only one. Leslie Lamport once said, “A distributed sys-
tem is one in which the failure of a computer you didn’t
even know existed can render your own computer unus-
able,” [Lamport]. Businesses spend a lot of money to try
to avoid this kind of scenario. At the same time, the pro-

fusion of devices in a smart space means the likelihood
that some device will fail is high.

The Internet will not always be accessible to a smart
space. For example, even users of today’s low speed
cellular phone networks periodically suffer poor signal
quality. So our goal is to create smart spaces that can
capitalize on the Internet’s resources, when available,
but still allow users to work productively when the In-
ternet is not available. A corollary is that Internet access
should not be required to complete a purely local trans-
action.

The third reason to focus on the office is that, being of-
fice workers ourselves, we can try to live in the smart
spaces we build. Living a vision is a very effective way
to find mistakes and identify unexpected benefits.

In the rest of this paper we present what we believe are
the key challenges to incorporating smart spaces into the
office and then discuss potential solutions that we are
exploring to two of those challenges.

2 What is a Smart Space?

Before examining the challenges to creating a smart
space in an office, discussion of what constitutes a smart
space is worthwhile.

In our vision, every device such as a display, a mouse,
a keyboard or a disk drive, contains its own embedded
processor and is wireless capable. In such a world, as-
sembling a computing environment should be a matter
of placing the necessary parts within wireless signaling
distance of each other. Integration of the devices into
a computing environment should be transparent to the
user.

In an office environment, there is also a premium on
minimizing the work necessary to achieve a result. For



instance, we believe that assembling a computing envi-
ronment in an office is a matter of collecting the devices
necessary to perform the current task and we should seek
to minimize the number of devices necessary to achieve
any one task. For instance, in our view, displaying a file
(to be read, or projected in front of an audience) should
require the presence of just a display device, a storage
device containing the file, and some interface (perhaps a
button already on the display device) to enable scrolling
forward and backwards in the document. In a wilder ex-
ample, a confident touch typist should be able to edit a
file if she has access to a keyboard and the disk the file
is on.

3 Challenges

We see four broad challenges to creating effective smart
spaces in an office environment. All four challenges in-
volve eliminating dependencies that hinder flexibility. In
a smart space, with a potentially large number of com-
ponents, even a modest failure rate can lead to a system
where the inability to do work is chronic. One way to
avoid this problem is to reduce failure rates (which is of-
ten hard). Another approach, which we are pursuing, is
to vigorously avoid creating dependencies.

The four challenges (all forms of dependencies) that
concern us are:

Power dependencies:Power is obviously a pressing
concern in smart spaces. With dozens of devices
cooperating, the likelihood (with today’s technol-
ogy) that one of them will have a battery running
low or will need to be plugged in, is high. Another
way to think of this problem is that fully unteth-
ered dynamic computing requires us to get rid of
two wires: the communications wire and the power
wire. Embedded wireless gets rid of the communi-
cations wire. We still need to worry about power.

Network dependencies:A lot of problems in smart
spaces get easier if you assume that a smart device
is constantly attached to the wider Internet. In par-
ticular, it is easy to assume that smart devices are
configured by means of a network device configu-
ration protocol such as the Dynamic Host Config-
uration Protocol (DHCP). Furthermore, if a device
lacks some piece of information (an applet, some
data, or a name-to-address binding) it is often con-
venient to assume that this information can be re-
trieved from some repository. Authentication of a

user or a device may require an authentication cer-
tificate to be downloaded from a certificate author-
ity.

But there are a number of environments where de-
vices may not be connected to the Internet, or may
have only intermittent connectivity. In our view, it
is unacceptable to design a system that requires In-
ternet connectivity to function correctly.

Peripheral dependencies:It is very easy to build in de-
pendencies on certain types of peripherals. The
most obvious example is the keyboard. Many
applications unnecessarily assume the user has a
keyboard. Any input device (mouse, voice input,
or keyboard) should suffice, especially if the user
wants to do something simple like deleting a slide
from a presentation.

Application dependencies:The major reason many
people haul PCs around is that the PC contains the
code for all the applications they use. If we are re-
ally going to make smart spaces work, we need to
solve the problem of the tight coupling between ap-
plications and the files they produce or maintain.

An example may help to illustrate this point. Sup-
pose you are going to give a presentation. In the ul-
timate smart space, all that should be required is a
self-reading diskette cartridge that contains a copy
of the presentation, a projection device such as a
flat screen or projector and some mechanism, such
as a button, to advance the slides. But in today’s
world, this configuration isn’t sufficient. You’ll
also need the software that generated the presenta-
tion and knows how to read and display the presen-
tation file. We think that’s undesirable: it creates a
situation in which it appears to the user (who can
see the diskette, projector and button) that she has
everything necessary to give the presentation, but
in fact it is not possible.

4 Solutions

Enabling a smart office space that empowers the peo-
ple in that space to work more efficiently requires that
we innovate to eliminate the dependencies on power and
network connections, and the dependencies on particular
peripherals and applications. In this section, we present
work at BBN on solutions to power and network connec-
tion issues, and sketch some thoughts about how (or how
not) to address peripheral and application dependencies.



4.1 Eliminating Power Dependencies

Our vision for a smart office space is truly tether-less. A
truly tether-less environment is free from wires not only
for communication but also for power.

The idea of wireless transmission of power has been
around since Tesla [Brown, McSpadden]. Modern ap-
plications that have been proposed range from beaming
power by microwave to aircraft to beaming solar en-
ergy from stations in outer space to the ground. Indeed
one could argue that almost all wireless communications
are specific cases of wireless power transmission. Sev-
eral applications of this technology ranging from electric
power transmission to microwave beam powered aircraft
have been publicly demonstrated. However the applica-
tions considered so far have been on a grand scale at
power levels of 500 watts or higher. Proposals also have
been made to build generating stations, using photo-
voltaics and other technologies, on the moon, on nearby
asteroids or satellites, from where the power would be
beamed down to earth.

At the other end of the spectrum, very low power and
extremely short-range wireless powered devices are al-
ready in use in medicine. In certain surgical implants it
is considered risky or undesirable to include batteries –
an external battery carried by the patient is used instead
to power the implant wirelessly. Contactless transfer of
power to isolated integrated circuits by inductive means
also has been proposed [Selvidge].

With increasing power efficiencies of semiconductor
computing and peripheral devices, there is an incentive
to power devices directly using radio frequencies (RF)
which are currently being used for communications. Ex-
amples could be electronic product labels and price tags
in supermarkets where battery-free operation would be
ideal or an embedded temperature sensor in a smart of-
fice. Battery-free operation is very attractive considering
that there would be fewer environmental side effects.

However, as appealing as the idea of eliminating the bat-
tery sounds at first, several applications require discon-
nected operation both from a wired or wireless power
source as well as from the data network. We also have to
be careful not to replace a dependence on batteries with
a dependence on irradiation. It is more appealing to seek
a hybrid approach that both provides power and also
recharges an internal battery through wireless means.
For example, consider that solar powered watches al-
most always have an internal rechargeable battery.

4.1.1 Different Approaches

Wireless recharging devices do not currently exist. We
are exploring two ways to create them:

The “Diffused Glow Interior Lighting” : Buildings
will continue to have a wired infrastructure both
for power and communications. Addition of
wireless power transmitters can be done at low
cost.

In this approach, buildingsare equipped with power
transmitters to power or recharge smart devices.
The transmitters omni-directionally transmit dif-
fuse microwave radiation. Devices to be powered
or recharged by wireless means have an attached
rectenna to intercept the radiated power and con-
vert it to DC.

The “Drying Lamp” or “Microwave Oven” : Bulk
recharging of wireless devices is an interesting
application worth considering. Devices suitably
equipped with rectennas can be recharged en masse
by being dumped on to a table and irradiated with
microwaves from a projector (drying lamp). Or
the irradiation apparatus can be shielded during
operation (the microwave oven), permitting higher
power densities and quicker recharging. The
devices to be recharged this way either need to
have their electronics shielded or they can be
switched off during recharging.

The implications of wireless powering and recharging
are profound. We believe that this technology has a wide
range of applications and can revolutionize the way in
which we think about and use wireless devices. Some
questions remain to be answered regarding the safety
and commercial feasibility of wireless power delivery.
At the same time, the basic pieces of technology re-
quired are already available today. We are working
presently to put that technology together into effective
demonstrations.

4.2 Eliminating Network Dependencies

A smart device must be able to communicate with other
smart devices within its vicinity. This communica-
tion should not depend on whether connectivity to the
broader Internet is available. Exactly how well a device
will function depends, in large part, on the device’s pur-
pose. Local operations, such as file transfer or remote



login, between devices in a space should work. Re-
mote operations, such as emailing the home office or
resynchronizing with an office calendar program, may
not work, or may require that a request be logged, to be
fulfilled when Internet connectivity is available again.

Smart devices that communicate with each other with-
out the need for external configuration are referred to
as an ad-hoc network (AN). In order to enable ad-hoc
networking of smart devices, the wireless channel that
these devices share must support a discovery mode and
must allow for arbitration of resources. Once the smart
devices discover each other, they should be able to com-
municate without external support. At the same time,
if one of the devices has Internet connectivity, Internet
access should be available to the entire AN, without re-
quiring the AN to reconfigure itself.

A major challenge is self-organization – enabling the
smart devices to form a useful ad-hoc network quickly. It
should take very little human input and allow the config-
uration effort to scale as the number of devices or spaces
or both grow large. The mechanisms to create the ad-hoc
environment should also be parsimonious in their use of
bandwidth. We want to use most of the network’s band-
width to do work, not manage the network.

4.2.1 Security and POKI

Security usually requires the labor-intensive process of
integrating a new device into a public-key infrastructure
(PKI), so it can use public-key authentication.

Current and proposed public-key infrastructure such
as X.509v3 [Housley] and SPKI [Lampson] focus on
achieving high assurance of name-key bindings while
accepting moderate administrative costs for activities
such as key transport to certificate authorities, and the
effort to verify identities. While there will always be sce-
narios which require these high-assurance PKIs, we be-
lieve Smart Spaces can not rely on them because the cost
of manually configuring every smart device outweighs
the need for high assurance. Furthermore, we believe
that productive work among local smart space devices
must be possible without aaccess to certificate hierar-
chies outside the space. For example, using a PKI that
requires Internet or Intranet access to verify a name-key
binding is not consistent with our design philosophy.

We believe that a new PKI can be designed that

1. needs no pre-configuration,

2. exchanges key information when learning about de-
vice capabilities,

3. allows varying degrees of assurance about keys
bound to a name, and

4. allows automatic update of assurance estimates
about keys.

First, let us look at an example of why increasing assur-
ance will work for Smart Spaces, by investigating what
happens when the residents of a neighborhood meet a
new neighbor. At first the new neighbor is outwardly ac-
cepted at face value, but a resident does not really have
any assurance that the new neighbor is trustworthy or
even owns the house. Over time, as the putative new
neighbor continues to act like the new neighbor, the es-
timate of assurance goes up.

In neighborhoods, people also talk abouteach other,
and especially about a new neighbor. A new neighbor
is likely to be described (and in the digital world, this
would include a public key) to other residents who have
yet to meet him. Thus, by the time thenth old resident
meets the new neighbor, their estimate of assurance of
the new person’s identity (the public key belonging to
the new resident isK) is already fairly high.

While some PKI systems such as PGP [Callas] and
X.509 with cross-certification do this with mechanisms
likely to involve humans, we describe a mechanism that
functions without human intervention, and so makes
good sense for Smart Spaces. Our Probabilistic, Oppor-
tunistic Key Infrastructure (POKI), defines how nodes
go about creating a security infrastructure simply by
communicating with one another.

When two devices that speak POKI meet, they both ex-
change keys, and then gossip. The gossip they exchange
is the names of other devices that they know, the keys
that they associate with those names, and their estimate
of assurance that each key is correct. In addition, they
may also choose to gossip about whatothernodes’ esti-
mates of assurance are in the different keys.

After the two nodes have exchanged all of the informa-
tion (and performed the transaction the connection was
started for), they execute their algorithms for updating
their beliefs about names, keys, and probabilities.

With POKI, a large number of small devices can gain a
moderate level of assurance about the keys in the Smart
Space without pre-configuration. The gossip can occur
when devices in the space inquire about each other’s ca-



pabilities. Assurances that started out a low levels can
increase over time without any human intervention.

4.2.2 Directories

Directories are also a good example of the need to elimi-
nate network dependencies. Today, directories are a vital
piece of network and systems infrastructures. We rely
on a networked directory to translate domain names to
network addresses. We rely on web client and operat-
ing system directories to tell us what application is best
suited to opening a file. Yet directories are often prob-
lematic in an ad-hoc space.

The problem is best explained by examples. Suppose
Cheryl and David walk into a conference room. Cheryl
has a copy of a document that David needs and both PCs
are part of the local ad-hoc network, but are not currently
connected to the Internet. Cheryl should be able to tell
David the name of her PC and he should be able to FTP
a document from it. That means that the traditional do-
main name system lookup, which depends on the Inter-
net’s distributed domain name system, will have to be
bypassed and use some local directory service to map
the name of Cheryl’s machine into a local address.

Now consider the problem of displaying a document
from a web browsing device. A web browser typically
contains an internal directory mapping file names to ap-
plications that can display them. In an ad-hoc space,
the applications will generally not reside on the brows-
ing device, but will be distributed on various storage de-
vices, which may or may not be carried by the user of
the browser. How does the browser find the right appli-
cation (of the right version, that runs on the browser’s
processor) in the local ad hoc network?

Note that a straightforward approach, namely register-
ing with a registry when one joins a smart space, doesn’t
work well. First, the assumption of a registry device in-
troduces a dependency on the registry, both that it exists
and is functioning in the space. We are just trading one
dependency for another. Second, the volume of infor-
mation that needs to be registered could be quite high
(e.g., a list of all executable applications on a hard disk)
and changing rapidly (that hard disk may have been in
the pocket of someone who just walked past your con-
ference room). Third, the bandwidth available to some
of the smart devices may be low, hence making access to
a registry that covers a large number of items expensive.

We suspect that the registry may have to be fully dis-

tributed. That is, all interested devices keep track of the
part of the registry they care about, and devices advertise
their properties to everyone. Some balance of pushing
data, and querying for data when the data is needed, will
have to be found. Alternatively, a service resolution pro-
tocol might be useful. A service resolution protocol mul-
ticasts requests for particular services, as needed. The
advantage of such a protocol is that it is demand driven.
No one needs to keep track of temperature sensors if no
application is using one.

4.3 Eliminating Peripheral Dependencies

Dependencies on peripherals are often created by the
programmers of applications that do not create alternate
means of inputing commands or data to change the way
an application behaves. For instance, in our view, if a
user has access to a display and an input device, the user
should be able to edit a document on the user’s disk. But
in today’s world it is all too likely that the user’s docu-
ment editor requires both a mouse and a keyboard (even
though one or the other is sufficient).

In order to enable smart devices to overcome peripheral
dependencies, a capability description language may be
appropriate. Such a language would allow the smart de-
vices to query their peers to resolve their capabilities.
So, an application might query an input device about
whether it could emulate a mouse. And the slide projec-
tor in a conference room could advertise its resolution
and supported scan rates.

But there’s a challenge hidden in the idea of a capability
language: how many different types of devices are there,
and how do we represent them? For instance, a mouse
can come with one to three buttons. An application will
have to behave differently, depending on the number of
buttons. But the last thing we want is a world where an
application refuses to work because the user has a one
button mouse and the application expects a three button
mouse.

This problem was recognized many years ago by the
ARPANET pioneers and dubbed them-by-nproblem.
The basic idea is that if there arem applications that
know the details ofn different devices, then cost of
adding then+1st device to the mix is often prohibitive,
because it requiresupdating them applications. The
trick is to actually have as few distinct types of devices as
possible. So, for example, we could classify keyboards,
pointers and mice, as input devices, capable of giving us
a single one-button signal, and require every application



to work this device. We can then allow optional nego-
tiation of additional capabilities such as”can you send
character codes?” and ”do you have more than one but-
ton?”1.

Developing these kinds of standards requires tremen-
dous community effort and a great willingness to radi-
cally simplify. But it has tremendous advantages.

4.4 Eliminating Application Dependencies

As we noted above, many files are closely related to par-
ticular applications. You often cannot effectively open
or manipulate a file except with the application that cre-
ated it.

There are obvious solutions to eliminating application
dependencies, all of which are problematic. One solu-
tion is to combine the file with its application. So every
PowerPoint2 document also includes a (platform inde-
pendent) version of PowerPoint viewer. This result con-
sumes disk space with many useless replications of our
application. A slightly better approach is to put one copy
of the PowerPoint viewer on any device that contains a
PowerPoint file, but that still is intensive.

The UNIX solution of fairly generic text files softens the
problem but does not solve it. We could, for instance,
edit the source files for this paper with a range of appli-
cations (emacs, vi, sedandawkare obvious examples).
But trying to format the source usinggroff instead of
LATEX would be problematic on a deadline.

New ideas are needed in order to make advances in this
area.

5 Conclusion

Smart Spaces is a very rich research topic, filled with in-
teresting problems. Our particular focus on the office en-
vironment has presented us with an inviting set of chal-
lenges to solve. We believe we have two exciting solu-
tions: a method for wireless power delivery and a mech-
anism for key management in ad-hoc environments. Al-
though we continue to be challenged by peripheral and
application dependencies, we have identified problems

1This solution is precisely the one the ARPANET designers choose
for supporting terminal types over telnet

2PowerPoint is a trademark of the Microsoft Corporation.

in the obvious solutions and look forward to working on
these problems more in the future.
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